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NF5280M5 NF5468M5 NF5488M5NF5288M5 NF5888M5

8 V100 NVSwitch FC Architecture

8 GPU PCIe Architecture

4 GPU PCIe Architecture

M5 Deep Learning Platform

8 V100 NVLink HCM Architecture

2U 4 PCIe Cards
with flexible configurations

2U 8 SXM2 V100
with world’s Highest Density

4U 8 SXM2 V100
Best in sale over 10000 units

4U 8 SXM3 V100
Only 1 in the world

8U 16 SXM3 V100
Extreme Density Design
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Innovation of AI

Algorithm -

Compute -

Big Data -

https://iitd.com.ua/en/
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Computer Vision

ResNet50
2017, 26M

Natural Language Processing

VGG16
2017, 130M

Inception v3
2017, 23M

Voice Recognition

GPT
2018, 140M

BERT-Large
2018, 340M

GPT-2
2019, 1.5B

Megatron-LM
2019, 8.3B

T-NLG
2020,17B

GPT-3
2020, 170B



Bottleneck Happens in GPU

GPU GPU GPU…

CPU CPU

16 SXM3 V100
300GB/s

125TFlops

2 Sockets

GPU GPU GPU…

CPU CPU

16 SXM3 V100
300GB/s

125TFlops

CPU CPU

4 Sockets

SSD MASKRCNN GNMT Resnet50 transformer

MLPerf Training 0.6 （Training Time(s)）

4S 2S

4%

Utilization: ~100%

Utilization: ~100%

Utilization: ~100%

!!! Utilization: ~50%

… …
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Bottleneck Happens in GPU

GPU GPU GPU…

CPU CPU

16 SXM3 V100
300GB/s

125TFlops

CPU CPU

4 Sockets

Utilization: ~100%

!!! Utilization: ~50%

CPU

GPU

MemoryMemoryMemoryMemory

GPU

GPU

GPU

GPU

GPU

GPU

GPU

Pre-Processing

Repetitive Parallelized tasks
(Real Training Process)

…
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Solution for Future AI Innovation 

More Powerful GPU System

Higher CP

System with Optimized Architecture

More Possibility for AI Scenario

https://iitd.com.ua/en/


Wave-0 4U PCIe Gen4 8 A100 GPU System 
with Leading Performance 

NF5488A5

35
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2020 2H 2021 1H 2021 2H

Main Stream
High Performance

AI Server
NF5488M5-D
4U 2*CLX + Delta 8*A100 2020/07 2020/08

NF5488A5
4U 2*AMD + Delta 8*A100 2020/08 2020/09

Adaptive 
PCI-E Based

AI Server

NF5468A5
4U  2*AMD + 8*A100/MI/T4 2020/11 2020/12

Ampere-Delta/Redstone Ampere-Delta+/Redstone+

AMD MI 50 GPU AMD MI 100 GPU 

AMD EPYC ROME (PCIE GEN4) AMD EPYC MILAN (PCIE GEN4)

Intel Xeon CLX（PCIE GEN3） Intel Xeon ICX (PCIE GEN4) 

POC MP

Intel Xeon CLX（PCIE GEN3) NF5688M6
6U 2*ICX + Delta 8*A100 2021/04 2021/06

Intel Xeon ICX（PCIE GEN4)

AMD EPYC Rome（PCIE GEN4)

AMD EPYC Rome（PCIE GEN4)

NF5468M6
4U  2*ICX + 8*A100/MI/T4 2021/02 2021/04

Intel Xeon ICX（PCIE GEN4)

2020/12 2021/03

NF5280M6
2U 2*ICX + 4*A100/MI/T4

Intel Xeon ICX（PCIE GEN4)

Inspur AI Server Roadmap

https://iitd.com.ua/en/
https://en.inspur.com/


Computer Vision: Image Classification

Ran
k

Vendor Server CPU CPU GPU
ResNet 50

Performance (minutes）

1 Inspur NF5488A5 AMD EPYC 7742 2
A100-SXM4-
40GB (400W) 33.37

2 NVIDIA
DGX2H

(16 GPU)
Intel Xeon 

Platinum 8174
2

V100-SXM3-32GB 
(450W)

35.25

3 NVIDIA DGXA100 AMD EPYC 7742 2
A100-SXM4-40GB 

(400W)
39.78

4 Alibaba HJBOG
Intel®  Xeon®  

Platinum 8269CY
2

A100-SXM4-40GB 
(400W)

40.49

5 Fujitsu GX2570M5
Intel®  Xeon®  
Platinum 8268

2
V100-SXM3-32GB 

(300W)
68.82

6 NVIDIA DGX1
Intel®  Xeon®  E5-

2698 v4
2

V100-SXM2-16GB 
(300W)

71.28

7 DellEMC DSS8440
Intel®  Xeon®

Gold 6248
2

V100S-PCIe-32GB 
(300W)

78.54

8 DellEMC C4140
Intel®  Xeon®

Gold 6148
2

V100-SXM2-32GB 
(300W)

154.04

9 Intel -
Intel®  Xeon®  

Platinum 8380H
8 - 1104.53

2020/07/29 MLPerf v0.7 Released 
www.mlperf.org 

8x Nvidia A100 GPU

32x 64G DDR4-2933

4* 3.2T NVMe SSD

2x AMD EPYC CPU , PCIe Gen4 

1st Rank in MLPerf v0.7 Performance ResNet50

Benchmark, ~20% higher than other A100 system

NF5488A5

https://iitd.com.ua/en/
https://en.inspur.com/


2020/07/29 MLPerf v0.7 Released 
www.mlperf.org 

8x Nvidia A100 GPU

32x 64G DDR4-2933

4* 3.2T NVMe SSD

2x AMD EPYC CPU , PCIe Gen4 

Translation ( Non-Recurrent)

Rank Vendor Server
Transformer

Performance
(minutes）

1 NVIDIA DGXA100 7.84

2 Inspur NF5488A5 7.87

3 NVIDIA
DGX2H

(12 V100)
8.89

4 Fujitsu GX2570M5 18.31

5 NVIDIA DGX1 18.81

6 DellEMC C4140 35.38

Translation (Recurrent)

Rank Vendor Server
GNMT

Performance
(minutes）

1 NVIDIA DGXA100 7.81

2 Inspur NF5488A5 7.85

3 NVIDIA
DGX2H

(16 V100)
8.56

4 Fujitsu GX2570M5 18.17

5 NVIDIA DGX1 18.5

Object Detection (light weight)

Rank Vendor Server
SSD

Performance
(Minutes）

1 NVIDIA
DGX2H

(16 V100)
9.65

2 NVIDIA DGXA100 10.21

3 Inspur NF5488A5 10.48
4 Fujitsu GX2570M5 20.4

5 NVIDIA DGX1 20.69

6 DellEMC DSS8440 25.37

7 DELLEMC C4140 43.87

Recommendation

Rank Vendor Server
DLRM

Performance
(minutes）

1 NVIDIA DGXA100 4.43

2 Inspur NF5488A5 4.49
3 NVIDIA DGX2H 7.02

NF5488A5

As for the Transformer performance, NF5488A5 has only 0.38% performance difference comparing with DGX A100.
As for NMT performance, NF5488A5 has only 0.51% performance difference comparing with DGX A100.
As for the SSD performance, NF5488A5 has only 2.6% performance difference comparing with DGX A100.
As for the DLRM performance, NF5488A5 has only 1.4% performance difference comparing with DGX A100.

https://iitd.com.ua/en/
https://en.inspur.com/


System with Higher CP Ratio

More Powerful CPU

1.3X Memory Capacity

2X PCIe BW

2X NVLink

Up to 20X Computing Power

2X Real Training Performance

Same 4U Chassis Unit ( DGX A100 6U)

Same 35C Ambient Temperature ( DGX A100 30C)

$
Lower than 20% Price Increase

(Much cheaper than DGX A100)

https://iitd.com.ua/en/
https://en.inspur.com/


More Powerful Deep Learning Engine

GPU GPU GPU…

CPU CPU

SXM3 V100

6 NVLinks GPU P2P 300GB/s

1 GPU Computing Perf: 125TFlops

GPU Memory: 32GB

Memory Bandwidth: 900GB/s

2 Sockets

GPU GPU GPU…

CPU CPU

8 SXM4 A100

12 NVLinks GPU P2P 600GB/s

1 GPU Computing Perf: 624TFlops / 2496TOPs

GPU Memory: 40GB

Memory Bandwidth: 1555GB/s

2 Sockets

Higher Bandwidth for Gradient Parameter Transmission

Higher Computing Perf for Matrix Dot Production

Larger Batch Size and Data Storage Supported

Faster Data Communication inside GPU

… …

https://iitd.com.ua/en/
https://en.inspur.com/


System with Optimized Architecture

GPU GPU GPU…

CPU CPU

8 SXM4 A100

2 AMD Rome

PCIe 
Switches

PCIe 
Switches

IB Cards IB Cards

Latest AMD Rome EYPC CPU
More Cores, Higher Frequency

More Memory Channel Supported
PCIe Gen4 Supported

PCIe Gen4 CPU-GPU Lanes

Shorter Path for GD-RDMA

…

4 PCIe Switches

• GPU-Direct Storage Supported

• Higher bandwidth, lower latency
• Access to Petabytes of storage at peak IO BW using

fewer CPU cores

Faster 
Pre-Processing

Faster 
Data Transmission

…

https://iitd.com.ua/en/
https://en.inspur.com/


Optimized Architecture for Computer Vision
- TF AMP ResNet50 v1.5 Training Benchmark (img/s) -

NVIDIA DGX-1 Inspur NF5288M5 Inspur NF5468M5 SMCI 4029 HPE Apollo 6500 NVIDIA DGX A100 Inspur NF5488A5

9510

16400

16705

8 V100 NVLink HCM Architecture 8 A100 NVSwitch FC Architecture

https://iitd.com.ua/en/
https://en.inspur.com/


Computer Vision

DL Training

NF5488A5 NF5468-8GPU NF5280-4GPU

DL Inference

NF5468-8GPU NF5488A5NF5280-4GPU

inception3 resnet101 resnet50 vgg16

NVLINK 3085.3 3216.8 5110.1 3070

PCI-E Balance 2698.8 2700.2 4190 1993

PCI-E Common 2691 2755.9 4264.25 2098.9

0

1000

2000

3000

4000

5000

6000

Performance (image/s) comparison between NVLink 
and PCIe 8*V100 , 2019

NVLINK PCI-E Balance PCI-E Common

8 SXM2 V100 has up to 35% performance 
advantage better than PCIe version

NVIDIA DGX-1 Inspur NF5288M5 Inspur NF5468M5 SMCI 4029 HPE Apollo 6500 NVIDIA DGX A100 Inspur NF5488A5

9510

16400

16705

8 V100 NVLink HCM Architecture 8 A100 NVSwitch FC Architecture

NF5488A5 with 8 SXM4 A100 has up to 75% performance advantage better than 
SXM2 V100 version, with CPU utilization of 50%

[TensorFlow] ResNet50 v1.5 Performance Benchmark Test (Images/sec), 2020

NF5468M5 has almost linear inference 
performance increase

1 2

NF5468M5 TensorFlow INT8 ResNet50 
Inference Performance (Sentences/s) BS=128

1 * T4 16 * T4

80030

4970

GPU Instance 0

GPU Instance 1

GPU Instance 2

GPU Instance 3

GPU Instance 4

GPU Instance 5

GPU Instance 6

USER 0

USER 1

USER 2

USER 3

USER 4

USER 5

USER 6

NF5488A5 with MIG (Multi-Instance GPU) 
can provide 7 independent GPU instance

Low Throughput Inference with 
7 GPU Instance

AI Training with united MIG 
Instance

AMD 7742

8 SXM4 A100

32 x 3200MT/s

8x 2.5” + 2x M.2

2x 100GbE IB

Xeon 6248

8 SXM2 V100

24 x 2933MT/s

24x 2.5”

4x 100GbE IB

Xeon ICX

4 PCIe A100

32 x 3200MT/s

16x 2.5”

1x 100GbE 

AMD 7742

8 SXM4 A100

32 x 3200MT/s

8x 2.5” + 2x M.2

2x 100GbE IB

Xeon ICX

8 PCIe T4-Next

32x 3200MT/s

24x 2.5”

4x 100GbE IB

Xeon ICX

4 PCIe T4-Next

32 x 3200MT/s

16x 2.5”

1x 100GbE 



Optimized Architecture for NLP
-PyTorch BERT Pre-training Training Benchmark (Sentences/s) -

8 V100 NVLink HCM Architecture

NVIDIA DGX-1 Inspur NF5288M5 Inspur NF5468M5 SMCI 4029 HPE Apollo 6500 NVIDIA DGX A100

1111

3145

3236.5

Inspur NF5488A5

8 A100 NVSwitch FC Architecture

https://iitd.com.ua/en/
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Natural Language Processing

DL Inference

DL Training

NF5488A5 NF5488M5-D

NF5468-8GPU NF5488A5NF5280-4GPU

NF5468-8GPU

1 2

NF5468M5 TensorFlow FP16 BERT Inference 
Performance (Sentences/s) BS=8

1 * T4 16 * T4

43.94

677.12

NF5468M5 has almost linear inference 
performance increase

GPU Instance 0

GPU Instance 1

GPU Instance 2

GPU Instance 3

GPU Instance 4

GPU Instance 5

GPU Instance 6

USER 0

USER 1

USER 2

USER 3

USER 4

USER 5

USER 6

NF5488A5 with MIG (Multi-Instance GPU) 
can provide 7 independent GPU instance

Low Throughput Inference with 
7 GPU Instance

AI Training with united MIG 
Instance

61340

77903

102741

0

20000

40000

60000

80000

100000

120000

Manufacturer A
8*PCIe GPU Server

Manufacturer B
8*NVLink GPU Server

Inspur 5488M5

31%67%

8 * PCIe V100 8 * SXM2 V100 8 * SXM3 V100

NVSwitch Architecture Provides up to 67% 
Performance improve for Transformer (words/s)

NF5488A5 with 8 SXM4 A100 has up to 3X performance advantage as SXM2 
V100 version, with CPU utilization of 10%

8 V100 NVLink HCM Architecture

NVIDIA DGX-1 Inspur NF5288M5 Inspur NF5468M5 SMCI 4029 HPE Apollo 6500 NVIDIA DGX A100

1111

3145

3236.5

Inspur NF5488A5 
NF5488M5-D

8 A100 NVSwitch FC Architecture

[PyTorch] BERT Pre-training Training Benchmark (Sentences/s) , 2020

AMD 7742

8 SXM4 A100

32 x 3200MT/s

8x 2.5” + 2x M.2

4x 100GbE IB

Xeon 6248

8 SXM2 V100

24 x 2933MT/s

24x 2.5”

4x 100GbE IB

Xeon 8280

8 SXM4 A100

24 x 2933MT/s

8x 2.5” + 2x M.2

4x 100GbE IB

Xeon ICX

4 PCIe T4-Next

32 x 3200MT/s

16x 2.5”

1x 100GbE 

AMD 7742

8 SXM4 A100

32 x 3200MT/s

8x 2.5” + 2x M.2

4x 100GbE IB

Xeon ICX

8 PCIe T4-Next

32x 3200MT/s

24x 2.5”

4x 100GbE IB



Optimized Architecture for CTR
- Sponsored Online Advertising -

Query

Advertisement

User Portrait

High-dimensional sparse vectors 
(1011 dimensions)

…

Click-through Rate
Neural Network Model

#Click-throughs

#Impressions
X 100%

Sparse 
Parameter

Dense 
Parameter

Embedding
Layer

Fully-Conn
Layer

Workers

GPU1

Pull / Push

Parameter Shards

Data Shards

Inter-GPU Communication
RDMA remote

Synchronization

1-to-N GPU P2P Data
Communication Architecture

RDMA

Fast RDMA

CPU GPU

Fast CPU-GPU Data 
Transmission

NF5488A5

https://iitd.com.ua/en/
https://en.inspur.com/


NF5488A5 (Clusters)

… …

AI performance profiling and tuning tool

AutoML Suite TensorFlow-Opt   LMS    Caffe-MPI   Pytorch …

One-stop AI development platform
A100 MIG Visual UI Panel supported on Nov’ 2020

COMPUTING 
VISION

FINANCIAL 
MODELLING

NATURAL 
LANGUAGE 

PROCESSING

INTELLIGENT
TRAFFIC

AUTONOMOUS
DRIVING

MODELLING

MEDICAL 
IMAGING

AI
CLOUD

LIFE
SCIENCE

RESEARCH

https://iitd.com.ua/en/
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Wave-0 4U PCIe Gen4 8 A100 GPU System 
with Leading Performance 

Detailed Info

35
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Model NF5488A5

Chassis 4U, W*H*D 448mm*175.5mm*850mm

Accelerator 8* NVIDIA® A100 Tensor Core 40GB GPUs

Processor 2*AMD® EPYC® Rome Processor（Up to 225W TDP）

Memory 32*DDR4 2933/3200MT/s RDIMMs//LRDIMM, up to 4 TB

Built-in PCIe 4*low profile PCIe x16, up to 4* 200Gb/s InfiniBand/Ethernet

Front I/O

2*USB 3.0 port
1*VGA port,
1*RJ45 management port

Ethernet card 10G Ethernet Optical Interface

Management Built-in Aspeed2500 BMC module, support IPMI, SOL, KVM Over IP, VM, etc.

Storage 8*2.5” SAS/SATA (or 4*NVMe+4* SATA/SAS) , 4* NVMe M.2

OS Boot Drive 2* SATA M.2

SAS/RAID Support 3508 Raid Card(NVMe Raid with Intel Raid Key)

Operating system Latest: Red Hat Enterprise 7.8 64bit,CentOS 7.8; Ubuntu 18.04.4

Cooling (N+1) Redundant hot swap fan

PSU (3+1) Redundant, up to 9 kw in total CPU & DIMM Switch Board HGX Board with A100 GPU

Compute: 1U GPU: 3U

NF5488A5 Specification

https://iitd.com.ua/en/
https://en.inspur.com/


Front View

Up to NVME *4 + 4 SATA/SAS

MB

GPU Board

6*8080 fan

(3+1)*3000W PSU

2*M.2 NVMe 2*M.2 NVMe

2*PCIe NIC (IB) 2*PCIe NIC (IB)

Rear View

MB
SW Board

Fan

Fan 
board

PSU

Up to NVME *4 + 4 SATA/SAS
MB

Switch 
board

Fan

4056 Fan

PCIe Riser

2.5” SSD *8

Delta GPU Board 
module

Top View Side View

2* SATA M.2

NF5488A5 System View

https://iitd.com.ua/en/
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: 12 NVLink from each GPU 
fully connected to 6 NVLink 

Fabric Switch

Each line stands for 2 NVLinks

XGMI-2
PCIe 4.0 x4
PCIe 4.0 x8
PCIe 4.0 x16
PCIe 3.0 x4

GPU
NVLink

PEX 8725
GPU

NVLink

GPU
NVLink

GPU
NVLink

GPU
NVLink

GPU
NVLink

GPU
NVLink

GPU
NVLink

NVLink Fabric Switch

AMD
CPU 0

AMD
CPU 1

4 xGMI-2

PEX 88080 PEX 88080 PEX 88080 PEX 88080

NIC

M.2 NVMe

NIC

M.2 NVMe

NIC

M.2 NVMe

NIC

M.2 NVMe

NVMe

RAID

NVMe

NVMeNVMe

NF5488A5 System Topology

https://iitd.com.ua/en/
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AMD CPU Compatibility

V0010BN000000000 CPU_AMD_7642-EPYC2.3_48C_256M_225W 1 PASS

V0010BR000000000 AMD EPYC 7302-3.0_16_64M_155W 1 PASS

V0010BS000000000 AMD EPYC 7402-2.8_24_96M_180W 1 PASS

V0010BL000000000 CPU_AMD_7702-EPYC2.0_64C_256M_200W 1 PASS

V0010BX000000000 CPU_AMD_7452-EPYC2.35_32C_128M_155W 1 PASS

V0010BU000000000 CPU_AMD_7742-EPYC2.25_64C_256M_225W 1 PASS

https://iitd.com.ua/en/
https://en.inspur.com/


NVIDIA GPU Trend

New Technology Benefit over Volta

New Tensor Core for AI

Further accelerate FP16 compute

New INT8 and Bfloat16 support

TF32 support for 20X faster than FP32 with same accuracy

New Tensor Core for HPC
Speedup V100 FP64 compute

Accelerate core HPC kernels

Wider/Faster/Bigger HBM 
Memory

Much higher memory bandwidth(1.55TB/s)

Significantly increase L2 cache size

New NVLINK3 + PCIe Gen4
2x NVLINK bandwidth (600GB/s, bi-directional)

2x PCIe bandwidth + SR-IOV

New Multi Instance GPU (MIG)

Up to 7 concurrent GPU Instance

Fault isolated with QoS

Improve utilization

New Hardware Engines
JPEG HW decoder, 5 video NVDEC

Optical flow accelerator
X01702X000000000 

GPU_NV_320G_HGX-2-Next_4096b_Baseboard_S 

https://iitd.com.ua/en/
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NVIDIA GPU Trend

Peak Performance SXM4 A100 SXM3 V100 SXM2 V100

FP64 Tensor Core 19.5 TFLOPS Up to 2.5X 7.8 TFLOPS 7.8 TFLOPS

FP32 19.5 TFLOPS Up to 1.24X 15.6 TFLOPS 15.6 TFLOPS

TF32 Tensor Core 312 TFLOPS* TF32 Supported NA NA

FP16 Tensor Core 624 TFLOPS* Up to 5X 125 TFLOPS 125 TFLOPS

INT8 Tensor Core 1248 TOPS* Up to 10X - -

INT4 Tensor Core 2496 TOPS* Up to 20X - -

GPU Memory Size 40 GB Up to 1.25X 32GB 32GB

GPU Memory Bandwidth 1,555GB/s Up to 1.73X 900GB/s 900GB/s

GPU P2P Bandwidth (Bi-
directional)

600GB/s Up to 2X 300GB/s Up to 100GB/s

Multi-instance GPUs
Up to 

7MIGs@5GB
MIG Supported NA NA

Max TDP Power 400 W Up to 1.14X 350W 300W

https://iitd.com.ua/en/
https://en.inspur.com/


Memory Compatibility

Memory

64G 2933 V00404E000000000 Memory_SA_64G_DDR4-2933ER_2R4_C36F---

32G 2933 V00404P000000000 Memory_MT_32G_DDR4-2933ER_2R4_E36F---

32G 3200 V00404H000000000 Memory_SK_32G_DDR4-3200ER_2R4_C36J

https://iitd.com.ua/en/
https://en.inspur.com/


Storage Compatibility

2.5 HDD Avenger 512E
V02316P000000000 Storage_S_2KT_ST2000NX0253_7.2K2_6_SN05 PASS

V0231AM000000000 Storage_S_1KT_ST1000NX0313_7.2K2_6_SN05 PASS

2.5 SATA

PM883

V02317Y000000000 Storage_SA_1.92KTD_MZ7LH1T9HMLT_T2_6_7404Q---
PASS

V02317P000000000 Storage_SA_960TD_MZ7LH960HAJR_T2_6_7404Q_883 PASS

V02317R000000000 Storage_SA_480TD_MZ7LH480HAHQ_T2_6_7404Q_883 PASS

S4510

V0231G3000000000 Storage_I_960TD_SSDSC2KB960G8_T2_6_120_451 To be Tested

V0231G2000000000 Storage_I_480TD_SSDSC2KB480G8_T2_6_120_451 To be Tested

V0231G1000000000 Storage_I_240TD_SSDSC2KB240G8_T2_6_120_451 To be Tested

M.2 SATA S4510

V0231GH000000000 Storage_I_240M2T_SSDSCKKB240G8_T2_6_120_4510 PASS

V0231GK000000000 Storage_I_480M2T_SSDSCKKB480G8_T2_6_120_4510 PASS

V0231GJ000000000 Storage_I_960M2T_SSDSCKKB960G8_T2_6_120_4510 PASS

2.5 NVME

P4610 V02316J000000000 Storage_I_3.2KU2D_SSDPE2KE032T8_T2_8_152_461--- PASS

P4610
V0231FL000000000 Storage_I_3.2KU2D_SSDPE2KE032T8_T2_8_170_461 PASS

V0231FM000000000 Storage_I_1.6KU2D_SSDPE2KE016T8_T2_8_170_461 PASS

PM983
V0231BW000000000 Storage_SA_1.92KU2D_MZQLB1T9HAJR_T2_8_5500Q To be Tested

V0231BU000000000 Storage_SA_3.84KU2D_MZQLB3T8HALS_T2_8_5500Q To be Tested

https://iitd.com.ua/en/
https://en.inspur.com/


NIC & HCA Compatibility

HCA
200G X07000E000000000 HCA Card_M_1-HDR4X100_MCX653105A-HDAT_PCIE

100G X070007000000000 HCA Card_M_1-QSFP_MCX555A-ECAT_PCIE

NIC
100G V02203X000000000 NIC_M_100G_MCX516A-CDAT_LC_PCIEx16_2P_XR

25G V022005000000000 NIC_M_25G_MCX4121A-ACAT_LC_PCIEx8_D_XR

https://iitd.com.ua/en/
https://en.inspur.com/


Thank You

iIT Distribution  is a company that provides distribution and 
promotion of Inspur products in Ukraine, Kazakhstan, Georgia 
and Uzbekistan, as well as professional support for their 
design and implementation. 
To get consultation on Inspur AI-products, please contact us:

+38(044)339 91 16, info@iitd.com.ua

Learn more at iitd.com.ua

https://iitd.com.ua/en/
https://iitd.com.ua/en/
https://en.inspur.com/


AIStation
One-Stop AI development platform

Support scenarios of Multi-nodes and multi-users (NVIDIA DGX Disabled)

https://www.servethehome.com/inspur-aistation-for-ai-cluster-operations-management-solution/inspur-
aistation-admin-user-platform-training-management-finished-tasks/

https://iitd.com.ua/en/
https://en.inspur.com/


AIStation
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AI computing AI data storageLDAP AI software stack

AIStation - AI Development Platform

AI model

Creation
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Fine-tuning

Reload
Service deploy

API service

API invoke
development

deploy

One-Stop AI development platform
Support scenarios of Multi-nodes and multi-users (NVIDIA DGX Disabled)
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AIStation

Data

Computing Resources 
Utilization

Training Time

40%  80%2 days  4Hours
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Cloud
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Cloud
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AI App

Efficient and flexible 

platform, obtain AI  

computing resources on 

demand to speed up model 

training efficiency

Easily deploy AI 

development environment 

and development 

process，significantly 

improving development 

efficiency

Low Utilization of 
Computing Resource

The deployment 
complication to 

deploy the trained 
model into production

The deployment 
complication to get 
the trained model 

into production

Seamless connection 

between model development 

and deployment, shorten the 

time of scaling to production

Unified management of 

multiple models,

Centralized scheduling 

of computing resources

Dynamic allocation, 

Elastic expansion

One-stop Model 
Deployment

Multi-application load 
balancing and resource 
elastic scaling

Data Model AI Service

2 days  5 min
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